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Machine Translation

Given a dataset of sentence pairs:

— <l> <2> <T > — <l> <2>
(X—{X 9x 9°°°9'x * }'y_{y 9y

we want to learn a model that maps x into y.

Portuguese

0la, como val vocé?

, e o

N y<Ty>})/

English

Hello, how are you?

O livro esta em cima da mesa.

The book is on the table.

Lucas iraviajar ao Rio em Dezembro.

Lucas is travelling to Rio in December.

-m Dezembro, Lucas ira viajar ao Rio.

Lucas is travelling to Rio in December.
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Problems with RNNs

» Struggle to capture long dependencies in sequences

» Hard to parallelize

Era—1 uma— vez—
.. I 1 1 [
h<0>— h<1> || <2> |-l },<3> >{ <> > p<I> |1l [ <2> [ 5] 1, <3> > j,<T,>
A A > 1\
T T T T T e 6 o o
One upon 3 .. <S0S>
\ J |
Encoder Decoder
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Transformers

Transformers are an encoder-decoder architecture to
process sequences using only attention (eliminating
recurrence).

nitially proposed for machine translation, but proved to
e very effective in many other problems in:

» Natural Language Processing
» Computer Vision

» Reinforcement Learning

)

Vaswani et al. 2017, Attention Is All You Need
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Attention in RNNs vs. Transformers

Ecndoer

UF

RNNs

Badahnau (Additive) Attention
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encodings. This sequence has the constant size (7,

UF

Encoder Input

The transformer encoder takes as input a sequence of word embeddings summed with positional

Positional
Encoding

Transformer Encoder

d, .. throughout the entire model

The contextual embeddings
size is typically called d,,, ..;

X, = X, + PE

X, =EX
X, € REXnoaet — word embedding

TXdeO e
Xepe € R del. — word + pos. embed.

<l> <2> <3> <4> <5>
Xepe epe Xepe Xepe Xepe
T 1 T 2 T 5
— I 111
Xe<1> <2> <3> <4> Xe<5>
Embedding
X<1> X<2> X<3> X<4> X<5>
TITITTTT OITITITT] OI1O11am TITITTTT [TITTTTIT]
L ucas Wil travel in December

E € R!VXdwat — embedding matrix

X € RLXIVI 5 gne-hot



_ : The key idea behing the Transformer is the self-attention mechanism, which learns a
Self Attentlon context vector ¢~ for each input element x~*> based on the input sequence x itself.

C<3>

A T
<3> — Z o <3:t>y,<t>
. f=1

a7 = softmax(a~""")
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Self-Attention

N o o o e
The contextal represention C = {¢<1>, ..., c<l¥) > ] =2 y<2> |
of the entire input sequence x = {x<!>, ..., x<I>}
can be computed in a vectorized way combining : :
vectors ¢=7, k=7, v in matrices Q, Ke V e N ol B vt |
. OK"
C = Attention(Q, K, V) = softmax( \/zd ))V
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OK"
v (d))

Self-Attention c¢=Auention(Q.K. V) = softmax(——)Vv

1>7,<3
0 K! q<k<> gk STk \/ooag\n\\\\ x(a\‘e\ V C
g<"> 31127122 Lucas | .6|.2].2 p<I> c<1>
> X = softmax(| 27| w5 )= wi|1|.7].2| X <2 = c<2>
q= 22 | 31| 37 travel | 2 | .4 | .4 [, <3> c<3>
k<1>k<2> k<3>
\/de) Attention weights of word 1 to word
(normalized by line)
Q Xepe Wq E Rdequ K Xepe Wk E RdeXdk V Xepe WV E Rdede
Xepe e RTdee de — dq p— dk — dv — 3
Lucas| | | | The sizes of key and query
The attention layer receives the | have to be the same. But
embedded sequence X,,,, as input will [ [ [ | embeddings and value
UF trave ‘ ‘ ‘ ‘ typically also have same sizes.
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Multi-Head Attention

Multihead(Q, K, V) = Concat(C,, C,, ..., C)W°

The Multi-Head Attention layers learns A
independent representations C;(called heads)
using Self-Attention
. OK"
wa Wk W C = Attention(Q, K, V) = softmax( )14
j ’ 79 I I d
\ (dy)
Ci<1> Ci<2> Ci<4> ) Ci<5>
q<1>’ <1> p<t> q<2>, <2> <> q<3>, <3> <3> q<4>, k]4>, p<+> q<5>, k> p<o>
T X€<p1€> T X€<p2€> T X€<p3€> T X€<p4€> TX:p5€>
UF L ucas will travel In December
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Xd
Cl C2 C3 WO E R model”~"model

Multi-Head Attention

LIT T I TT 11
Multihead(Q, K, V) = Concat(C;, C,, C;)W° LTI X = C & RIXDmoder
C = softmax( 0.k )V C’ = softmax( 0K V. C’ = softmax( O:K5 A%
| Vid) 2 Vid) 3 Vid)
Q XepeWI Kl XepeWk Vl — Xepve Q Xepqu K2 XepeWk Vz Xeper Q Xepqu K3 XepeWk V3 Xeper

W4 & R @modermodet Wk [ R @nodet™Amode WV e R @moder™Amodet W° R @modermodet
Number of heads
h=3
dk _ dmodel — 3 E
h H
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T.=3 ' |ucas [IIIIITO
(Sequencelength) E W|| T T T T T 1T X E RTX model
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<1> X<Tx>}

Encoder Input: asequencex = {x>'7,..., .

Ouput: a contextual representation C = {¢<!>,...,c<!* ) of x

The encoder applies a Multihead Layer followed by a Feed Forward Neural Network (MLP).

Both are normalized with Layer Norm (Norm)and conneced with a residual connection (Add)

>C = {C<1>, o ,C<Tx>}
>  Add & Norm ¢ = LayerNorm(c + f)
|
Feed Forward _ <1> <T>
Neural Network f=AMLP(c™7), ..., MLP(c )}
4\
> Add & Norm ¢ = LayerNorm(c + e,)
Multihead(Q, K, V) c={c<>, ... <)
N
ot k1 Vi
. - Xepe = {x;}j, . ,x;€x>}
@< Positional Encoding
1 (1,...T.}

UF x = {x<7, . <) 14



Decoder

Input: Input context C and previous {$<1>,..., 51>} ouput tokens

Output:The next token <~

NXx Encoder

c={c>"",..

*

C<Tx>}
>

> Add & Norm

Feed Forward

Neural Network
4\

-> Add & Norm

Multihead(Q, K, V)

A

ol « v

Positional Encoding

(1,...,T.}
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Neural Network

t

Add & Norm

Multihead(Q, K, V)
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Decoder Nx
a, = {a2<1>, . ,a2<t_1>}

a, = LayerNorm(a, + f)
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,,,,,

MLP(a;"~")}
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1
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Inference Example

At inference time, the model is autoregressive, i.e., it generates

one word at a time.

Nx Encoder &= ¢+
|
-> Add & Norm
Feed Florward
Neural Network
1
> Add & Norm
Mull‘iheaclz’(Q, K,V) C = {C<1>,
ot k1 Vi
. - xepe — <I>
@< Positional Encoding

I

UF <S0S>Lucas isvisiting Rio in December<k0s>
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° k] e
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Inference Example

At inference time, the model is autoregressive, i.e., it generates

one word at a time.

c={c

NXx Encoder

> Add & Norm

Feed Forward
Neural Network

4\

-> Add & Norm

Multihead(Q, K, V)

ot k1 Vi

(o
|

UF <S0S>Lucas isvisiting Rio in December<k0s>

K = Wke

V=W K_TVT AQ

y=Lucasira

T

Softmax
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T

a, = {4,

Add & Norm

Feed Forward
Neural Network

t

Add & Norm

Multihead(Q, K, V)

a, = {a,

<l>

epe , e o

Positional Encoding

<8>
epe }

Add & Norm

Masked Multihead(Q, K, V)
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1 1 )

T}

O
!
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Decoder NXx

<1> <2>}

<I> <2>}

<1> <2>}

A<I> a<2>
yepe ’ yepe



y = Lucas ird visitar o Rio em Dezembro<EQS>

T

Inference Example

‘ Softmax ‘
At inference time, the model is autoregressive, i.e., it generates ‘ fo ‘ Decoder NX
one word at a time.
T a, = {a<1>’ . .,a2<8>}
c={c<1>, ..., c<®) Add & Norm .
NX Encoder R |
| Feed Forward
-S> Add & Norm Neural ?etwork
|
Feed Forward Add & Norm <
Neural Network _ wrk '
i K=We [ Muliihead @K V) |1 >a, = (a5, ..., a5%)
— W A
V=WV K_T VT 0
-> Add & Norm
Multihead(Q, K, V) C = {C<1>, o C<8>} Ada &INorm T
Q T KA VT Masked Multihead(Q, K, V) a, = {CZ<1>, . a1<8>}
_ 1 3 1 1 A
®< Positional Encoding >® )A’epe — {j}:ple>’ . »)A’(fpge>
T (1,...,T.} f

UF <S0S>Lucas is visiting Rio in December<k05> <505> Lucas ira visitar o Rio em Dezembro 18



Positional Encoding

The self-attention mechanism does not consider the position of the words.

. OK'
C | = Attention(Q, K, V) = softmax( )14

vV (dy)

To add this information to the learned contextual representation C, both encoder and decoder

add an positional information to each element x<* of the input x = {x<!>, ..., x<>}
o<l <T>
xepe_{ ;ye>"'° xepe } =1
| t
T o PE; »; = sin( = ) i=0 T
@ a Positional _ 1000074 :
Encodin 4 — :
T J PE 511y = cos( ) =1 B Y S T A _
100004 P ' Ymodel
1 <T> — :
E|x,={x>",....,x,"} — - |
T i =3 H
X = {x<1>, . , <T>} xe<ple> xe<1> p€<1>

4
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if1is even if1is odd
[ [

Positional Encoding PE 0y = Sin(——=)  PEgaip) = cos(——)

100007 100007

COS /./_\
= N
sin :
| =2 :
COS :'..
= / \ /0/
\:(‘ "':.
] ] w’ l“: ] e e e | o r— S ]  —
pr— pr— b' " 1 — — — — e r— — —— r— —
—+ 1. - RN N S |, AR I SR RRN I SR
—— —— k" —— —— —— —— —— —— —— —— —— ——
<l> <I> <2> 2 <3> 3 <4> <4> <5> <5> <6> <6>
[ X, ~ pe X, <7 pe~~” X7 pe~>” X, pe xX,°7 pe X"~ pe
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Training with Masked Multi-head Attention

X =<S0S>Lucas isvisiting Rio in December <E0S>

UF

Encoder

+/

A<1>
Y
y= Lucas

!

Decoder

Masked Multihead

T

Vo

Y

<2> ~A<B3>  a<d> a<5>

Y Y y
ra visitar 0 .

During training, the model does not produce y one
token at at time;

Instead, the output y is produced once, in parallel with
vectorization.

Thus, the full target sentence y = {y<1>, ..., y<!»”}

Is given as input to the Decoder, which uses a mask to
predict <, so it does not attent to the future
tokens (<>, t' > £). For example, for t = 5:

y=<505> Lucas ira visitar o0 Rio em Dezembro

<l>

Y

<2> <3> <4> <5> <6> y<7> y<8>

Y Y Y Y
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Training with Masked Multi-head Attention

Attention weights(normalized by row) of work 1 to
word J after mask application

Q

22

31

57

The attention layer receives the
embedded sequence X,,,, as input

Mask
0 |-inf | -inf
0 | 0 |-inf| = softmax(
0 |ofo
X, WeRWd
= X

L ucas |

Wi

{rave

X,,, € RI>%

31 | -Inf|-inf 1 ol .o
27 | 42 |-inf ) = | 3|.7].0
22 | 31| 37 3.3 .4
vV (dy)

1% Xepe WY e R4eXd,

|
X

d,=d =d =d, =3

The sizes of key and query
have to be the same. But
embeddings and value

typically also have same sizes.
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Next Lecture

L17: Transformers(Part Il)

Case studies of transformers:

UF

RT and G

oT
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